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Abstract
This paper provides an introductory tutorial on Value Function Approximation (VFA), a solution
class from Approximate Dynamic Programming. VFA describes a heuristic way for solving sequential decision processes like a Markov Decision Process. Real-world problems in supply chain
management (and beyond) containing dynamic and stochastic elements might be modeled as such
processes, but large-scale instances are intractable to be solved to optimality by enumeration due
to the curses of dimensionality. VFA can be a proper method for these cases and this tutorial is
designed to ease its use in research, practice, and education. For this, the tutorial describes VFA
in the context of stochastic and dynamic transportation and makes three main contributions. First,
it gives a concise theoretical overview of VFA’s fundamental concepts, outlines a generic VFA
algorithm, and briefly discusses advanced topics of VFA. Second, the VFA algorithm is applied
to the taxicab problem that describes an easy-to-understand transportation planning task. Detailed
step-by-step results are presented for a small-scale instance, allowing readers to gain an intuition
about VFA’s main principles. Third, larger instances are solved by enhancing the basic VFA algorithm demonstrating its general capability to approach more complex problems. The experiments
are done with artificial instances and the respective Python scripts are part of an electronic appendix. Overall, the tutorial provides the necessary knowledge to apply VFA to a wide range of
stochastic and dynamic settings and addresses likewise researchers, lecturers, tutors, students, and
practitioners.
Keywords: Tutorial, Reinforcement Learning, Approximate Dynamic Programming, Value
Function Approximation, Markov Decision Process
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1. Introduction
Supply Chain Management (SCM) generally describes the management of flow-related processes among suppliers, customers, and business partners (Christopher, 2010). Many of these
processes are data-driven like inventory management and transportation planning. An increasing awareness among companies about it and improvements in data tools have facilitated the
use of analytical tools to optimize supply chain, constituting the field of supply chain analytics
(e.g., Hoberg, 2020; Souza, 2014). An important field in SCM is the transportation of passengers and goods. Here, recent technological advancements result in new business models and a
mould-breaking variety of transportation possibilities, such as drone delivery, car/bike/ride sharing, autonomous driving, or crowd shipping (e.g., Behrend and Meisel, 2018, 2019). Many of
these problems take place in dynamic (multi-period) environments and comprise at least one form
of uncertainty, such as uncertain demand, uncertain vehicle capacities, or uncertain travel times
(e.g., Schilde et al., 2011; Ulmer, 2020; Ulmer et al., 2019). The ever increasing amount of passengers and goods also needs to be transported in conjunction with high customer expectations. For
instance, Rayle et al. (2016) show that short waiting times and fast travel times are among the top
reasons why customers choose ridesourcing. In this business context, it is the goal of companies
to find transport solutions, often within seconds, whilst taking into account that such transportation problems are usually computationally difficult to be solved to optimality within a reasonable
computation time due to complex sets of restrictions (e.g., Alnaggar et al., 2020; Cattaruzza et al.,
2017; Maxwell et al., 2010; Mes et al., 2010; Pironet, 2015; Schmid, 2012; Secomandi and Margot, 2009). Advanced data-driven solution methods are often used to deal with this and one of
such is subject to this paper: Value Function Approximation (VFA).
VFA is generally applied to problems modeled as sequential decision processes and is one of
the solution classes described in Approximate Dynamic Programming (ADP, Powell, 2011). It
builds upon the same framework and concepts that are also used in the wide field of reinforcement
learning (Sutton and Barto, 2018). While the focus of this paper is on transportation, it is noted
that VFA can be generally applied to sequential decision processes as which many SCM problems
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- as well as problem not related to business at all - might be formulated. So far, introductory papers
on VFA either focus on the underlying theory (e.g., Powell, 2009) or present intricate examples
(e.g., Mes and Rivera, 2017), making its understanding difficult for first-time users. The goal of
this tutorial is to close this gap.
This paper’s tutorial makes three main contributions. First, it provides a concise theoretical
background of the fundamental concepts used in VFA. The tutorial applies each theoretical concept right after it is introduced, allowing readers to experience the interplay between theory and
application. Second, it demonstrates the method on a vanilla-type transportation planning problem. The well-known taxicab problem is used for this purpose and detailed step-by-step results are
presented for a small-scale instance. Using such a readily accessible example from transportation
planning, the tutorial aims at providing an insight into the methodology to ease its application.
Third, it points towards advanced topics relevant to VFA applications by considering two simple
enhancements of the basic VFA algorithm. The impact of the enhancements is demonstrated on a
larger instance but even this instance has a definite form such that it is suited to gain an intuition.
With these contributions, the tutorial aims at fulfilling two purposes: first, to be a starting point for
readers interested in VFA coming from various fields and disciplines like business administration,
computer science, and engineering, and, second, to support readers not familiar with algorithms
and common operations research methods to apply VFA to their problem. Consequently, the tutorial might be likewise interesting for researchers, lecturers, tutors, students, and practitioners.
This tutorial can be worked through from end to end or it can be used to focus on some sections only. For this, the rest of this paper is organized as follows. Section 2 provides a short review
of transportation problems that apply VFA. This section also briefly explains VFA’s fundamental
principles and brings VFA into line with other solution classes. Section 3 provides a description
of the taxicab problem that is used throughout the tutorial. Section 4 elaborates on the modeling
framework and the optimal policy. In particular, Section 4.1 introduces Markov Decision Processes (MDPs) in a formal and mathematical way, Section 4.2 introduces the Bellman equation,
and Section 4.3 uses these concepts to describe the optimal policy for the taxicab problem. Section
5 introduces VFA. Here, Section 5.1 motivates the need for VFA, Section 5.2 depicts a basic VFA
algorithm, Section 5.3 introduces post-decision states (an important concept in VFA), and Section
-3-

A. Heinold

Tutorial on Value Function Approximation

5.4 applies the basic VFA algorithm step-by-step to a small-scale instance. Section 6 provides additional insights to VFA. For this, Section 6.1 discusses an alternative updating function, Section
6.2 enhances the basic algorithm with an exploration strategy, and Section 6.3 shows results for
tuning some VFA parameters and presents a runtime analysis. Section 7 concludes this paper. All
solution approaches are implemented in Python and the scripts are made publicly available, see
Appendix A.
2. Solving stochastic and dynamic problems (in transportation)
This section generally provides an overview of how to model and solve stochastic and dynamic problems and reviews some exemplary VFA applications in transportation. In this context, dynamic refers to a setting that spans over multiple periods (multistage) of distinct points in
time (discrete) and is stochastic in the sense that some problem elements are uncertain (Mes and
Rivera, 2017). These problems can be modeled as sequential decision processes in which decisions are made after each period and the stochastic information is received afterwards. Markov
Decision Processes (MDPs) provide a mathematical framework for a setting like this. For stochastic dynamic vehicle routing problems, which constitute an important and broad problem class in
transportation, MDPs are the most common modeling theme (Ulmer et al., 2020). Solving such
problems is challenging as they usually cannot be solved to optimality within a reasonable computation time due to their large and complex dimensions. As a ‘broad umbrella for a modeling and
algorithmic strategy for solving problems that are sometimes large and complex, and are usually
(but not always) stochastic’ (Powell, 2009, p. 239), Approximate Dynamic Programming distinguishes between four broad decision policy classes: policy function approximations, lookahead
policies, cost function approximations, and VFAs. The main idea of each class is depicted in
Figure 1 and shortly described in the following. For a comprehensive description it is referred to
Powell (2011) and Powell and Meisel (2015).
In policy function approximation, decisions are made using a rule-based policy without actually formulating an optimization problem. For example, such policies in transportation might
sound like ’routing large orders via train and small orders via truck‘ or ‘pick-up the customer that
is closest to the vehicle’. Although this policy class might appear at first sight to be ‘too simple’,
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Figure 1: Policy classes in Approximate Dynamic Programming (based on Powell and Meisel,
2015; Soeffker et al., 2021).
it can be quite effective in real-world settings, particularly, if the factors influencing a problem’s
objective can be easily identified and controlled when decisions are made. Cost function approximations also do not explicitly model ‘the future’. However, decisions are based on an optimization
incorporating some kind of parametric representation of a decision’s ‘true’ costs. For example, the
cost function might use penalties for ‘bad’ and incentives for ‘good’ aspects of a decision. In
contrast, lookahead policies explicitly consider a decision’s impact on ‘the future’ by optimizing
over some horizon (e.g., a few hours or a few days). Such a policy can lead to good decisions
especially if decisions only affect nearby periods, have a limited impact on far-away periods, or
good forecasts are available. In contrast to the previous three solution classes, VFA’s principal
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idea is as follows: make decisions by stepping forward in time over a large number of iterations
and, after each iteration, evaluate decisions to improve decision quality for the next iteration. In
order to step forward, time-dependent (sequentially appearing) information is used that can result
from recurring simulation runs or empirical observations. Eventually, a ‘good’ decision policy is
learned that can then be applied to real-world settings. The paradigm of stepping forward raises
completely new questions like how far ahead one should look. In this tutorial, some of these issues
are discussed by presenting a detailed theoretical description of VFA and by describing its application to an easy-to-understand transportation problem. Generally speaking, modeling problems
as sequential decision processes/MDPs and approaching them with algorithms that ‘learn’ from
additional data like in VFA is also used in the communities of reinforcement learning and artificial
intelligence (e.g., Sigaud and Buffet, 2013; Sutton and Barto, 2018). Powell and Meisel (2015)
provide a concise tutorial on the modeling (and its language) of such problems in different scientific communities (control theory, dynamic programming, stochastic programming, and robust
optimization).
The capability of VFA to solve large and complex stochastic dynamic problems has been
demonstrated on various artificial and real-world instances from diverse fields, see, for example,
Powell’s seminal book on ADP (Powell, 2011) and numerous publications resulting from research
in Princeton’s CASTLE Lab (https://castlelab.princeton.edu/). The rest of this section reviews
three exemplary transportation studies in which VFA has been shown to provide fast solutions of
high quality. Simao et al. (2009) apply VFA to a large-scale fleet management problem for the task
of assigning drivers to loads. Thereby, immediate rewards of the current period (e.g., that results
from the assignment) are considered together with future rewards from richer operational issues
(e.g., hours of service or returning drivers home). The authors show that VFA leads to solutions of
high quality that match the performance of the company’s highly skilled dispatchers. Rivera and
Mes (2017) apply the forward programming VFA approach in an intermodal long-haul round-trip
problem. The authors consider the task of assigning orders either to (less costly) round-trips with a
barge, or to (more costly) direct trips with a truck. Uncertainty about the number of orders shipped
between the locations as well as about the orders’ characteristics (e.g., time windows) are key reasons why it is computationally intractable to solve large problem instances to optimality. For
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example, the computation time for small instances is about 800 seconds using an optimal solution
strategy, whereas it is below 5 seconds using VFA. With respect to performance, the authors show
that the VFA approach leads to optimality gaps of at most 11% for small instances and, compared
to a single-period heuristic, to cost reductions of up to 25.5% for larger instances. Finally, Ulmer
et al. (2018) apply VFA to a multi-period dynamic vehicle routing problem with stochastic customer requests. In the problem, requests arrive sequentially during the day and the task is to either
integrate them in the current day’s routing (requiring an update of the vehicles current route) or to
postpone them to the next day (constraining next day’s routing possibilities). The authors compare
their VFA approach with a benchmark heuristic and show that it improves the solution quality as
well as it leads to more balanced acceptance decisions regarding the requests’ time and location.
3. The taxicab problem
This section presents the problem that is considered throughout the entire tutorial: a basic version of the taxicab problem (sometimes also referred to as nomadic trucker problem), see Powell
(2011, p. 176) or Mes and Rivera (2017, p. 66). It describes the multiperiod problem of a single
vehicle:
Has to decide in each period t which demand to serve.
The vehicle’s destination of the served demand in t is the vehicle’s starting point in t+1.
t=1

t=2

B

A
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B
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Figure 2: Illustration of the taxicab problem with five locations and three periods.
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vehicle (taxi) faced with an uncertain demand. It is the task to find an optimal move for the vehicle
in each period. This move determines the demand that is served in that period and consists of a
starting point and an endpoint. Thereby, the vehicle’s starting point in a period is determined by
its endpoint in the previous period. After the move of the vehicle (e.g., in the next period), the
uncertain new information about the demand appears. Figure 2 conceptually sketches the problem
for five locations and three periods.
The rest of this section formally describes the problem such that the notations presented in
the subsequent sections can be easily applied. A graph-based depiction of the problem is used in
which G(V, E) describes the network. Vertices V, also referred to as locations, are fully connected
through arcs E, i.e., (v, v 0 ) ∈ E, ∀ v, v 0 ∈ V, and the total number of locations is denoted with
V . The planning problem spans over T = {0, 1, 2, ..., T } periods. In each period t ∈ T , pijt
describes the probability of demand dijt between locations i ∈ V and j ∈ V. Consequently, there
is no demand (dijt = 0) between these locations with a probability of (1 − pijt ). The demand
is assumed to be uncertain and independent of previous periods, i.e., pijt is not affected by the
vehicle’s movement in periods t0 6= t. Considering the demand in network G(V, E), it is the task
to select a move xt ∈ V for the vehicle in each period. This move describes the vehicle’s location
at the end of period t, which then is its origin location lt+1 ∈ V at the beginning of the next
period, i.e., xt = lt+1 and lt = xt−1 . In other words, the vehicle has to be assigned to exactly
one arc (lt , xt ) ∈ E per period. If the vehicle moves from lt ∈ V to xt ∈ V in period t ∈ T , it
automatically serves demand dlt xt t and receives a contribution of clt xt t = dlt xt t . If xt = lt , the
vehicle remains at its current location. For the experiments in this tutorial, it is assumed that the
origin location in the first period is known, the problem spans over a finite time horizon (e.g., T is
known), and a stochastic distribution of the demand is known for all periods (including the initial
period). In particular, artificial instances are used in which random numbers between [0,100] and
[0,1] describe the demand (dijt ) and its probability (pijt ) between any two locations i, j ∈ V of a
period t ∈ T , respectively.
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4. Modeling and optimal policy
This section introduces the modeling framework of VFA and elaborates on the optimal policy
to solve such problems. For this, Sections 4.1 and 4.2 respectively describe MDPs and the Bellman
equation in a formal and mathematical way using the notation often used in the operations research
community (Powell, 2009, 2011). Section 4.3 then describes the optimal policy for the taxicab
problem. Table 1 shows the relevant notation that is used throughout this tutorial.
4.1. Markov Decision Process
As shown in the short review in Section 2, MPDs are a common modeling theme for stochastic
and dynamic (transportation) problems that can then be approached with VFA. More generally,
they are a special but important case of sequential decision processes. This section briefly introduces MDPs and, with this, it comprises all definitions required to apply VFA to sequential
decision processes. A thorough introduction to MDPs can be found, for example, in Powell (2011,
Chapter 3).
MDPs describe sequential decision making problems in which uncertainty is considered. They
essentially formulate the dynamics of moving between states over time. In this context, the
term state refers to the properties or characteristics that are associated to this point in time,
e.g., the weekday or the demand. The set S describes all states of a process that spans over
Table 1: Relevant notation used in this study.
Name
C(St , xt )
p(s0 |St , xt )
S
St
S M (·)
Vt (St )
Wt
X π (·)
Xt
xt
γ
Π

Description
contribution if decision xt is taken in state St
probability to transit to state s0 if decision xt is taken in state St
set of all states
state in period t
transition function used to move from one state to another
value of state St in period t
information in period t (usually stochastic)
decision function of policy π ∈ Π
set of all available decisions in period t
decision in period t (xt ∈ Xt )
discount factor
set of available policies
-9-

A. Heinold

Tutorial on Value Function Approximation

T = {0, 2, ..., T } periods and St ∈ S denotes a state in period t ∈ T . In a state St , the set Xt
describes all possible decisions and the contribution of a decision xt ∈ Xt is denoted by C(St , xt ).
Note that, depending on the problem at hand, the terms action or move may be used instead of
decision and the terms costs or value may be used instead of contribution. The next period’s state
St+1 results from a transition function S M (St , xt , Wt+1 ), i.e., St+1 = S M (·). The transition depends on the current state St , the decision xt , and the (uncertain) information Wt+1 . This transition
process is also referred to as ‘model’, which is why S M is attached with superscript ‘M’. Figure
3 shows the generic decision tree for the transition from state S0 to state S1 , assuming one possible decision (X0 = {x0 }) and two (uncertain) information outcomes (W1 = {ω1 , ω2 }). A larger
version of such a generic decision tree can be found in Powell (2011, p. 130).
Policies are used to describe sets of decisions in such sequential decision processes. More
precisely, a policy comprises a decision in each state, i.e., a specific policy π can be seen as
a function X π (St ), referred to as decision function, that returns a decision xt for the state St
under policy π. An optimal policy π ∗ maximizes the expected contribution over all periods and is
selected from the set of all possible policies Π. Formula (1) states the selection of such an optimal

𝑋0 = {𝑥0 }

𝑊1 = {𝜔1 , 𝜔2 }

𝜔1

𝑆1 = 𝑆 𝑀 (𝑆0 , 𝑥0 , 𝝎𝟏 )

𝑥0
𝜔2
𝑆1 = 𝑆 𝑀 (𝑆0 , 𝑥0 , 𝝎𝟐 )

Figure 3: Generic decision tree for the transition from state S0 to next period’s states S1 . Squares
are decision nodes, circles are outcome nodes, solid lines are decisions, and dashed lines are
(uncertain) outcomes.
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policy by looking at the expected contribution over all periods.
π ∗ = sup E
π∈Π

T
X

γ · C(St , xt )

(1)

t=0

Discount factor γ is used to incorporate contributions from decisions in different points in time and
the expectation E is used because the contribution implicitly depends on uncertain information Wt .
In particular, contribution C(·) in period t depends on the policy’s decision xt = X π (St ) as well as
the current state St , which is calculated from the transition function, i.e., St = S M (St−1 , xt−1 , Wt ).
For the experiments in this tutorial, the discount factor is set to γ = 0.8 in each period t. The
∗

optimal decisions X π (St ) that are embedded in an optimal policy π ∗ can be calculated with the
Bellman equation, which is described in the following section.
4.2. Bellman equation
The Bellman equation essentially calculates the value Vt (St ) of a state St in period t, assuming
that decisions with the highest expected value are selected in each state (Bellman, 1957). More
precisely, the value of a decision xt ∈ Xt in state St is calculated by (i) the decision’s immediate
contribution C(St , xt ) and (ii) the discounted value Vt+1 (St+1 ) of next period’s state St+1 . Formula
(2) shows the Bellman equation in its expectation form, assuming that information Wt is known
in period t and unknown for periods t0 > t. Thus, the contribution C(St , xt ) is deterministic
and the value of future states Vt+1 (St+1 ) is stochastic. This stochasticity results from transition
function S M (·) in which the current state St and decision xt are deterministic and information
Wt+1 is uncertain. An equivalent formulation of the Bellman equation uses the so-called one-step
probability p(s0 |St , xt ), see Formula (3). The one-step probability describes the probability to
transit to state s0 , if decision xt is taken in state St .
Vt (St ) = max (C(St , xt ) + γ · E{Vt+1 (St+1 )})

(2)

xt ∈Xt



Vt (St ) = max C(St , xt ) + γ ·
xt ∈Xt


X

p(s0 |St , xt )Vt+1 (s0 )

(3)

s0 ∈S

The Bellman equation is recursive, i.e., Vt (·) is calculated from Vt+1 (·), which in turn is calculated
from Vt+2 (·), and so on. Backward dynamic programming can be used to find optimal solutions.
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For problem with finite time horizons, the expected value of states beyond T are simply set to 0,
i.e., E{VT +1 (ST +1 )} = 0. Problems with infinite time horizons can, for example, be approached
backwardly and dynamically by looking at the states’ values they converge to. A generic backward
dynamic algorithm for problems with a finite time horizon is provided in Appendix B.
4.3. Optimal policy for the taxicab problem
For the taxicab problem, a policy describes how the vehicle moves in each state and an optimal policy has the highest expected value among all available policies. The (expected) value of
such optimal policy should not be confused with the (expected) value of a single optimal decision,
which, for example, is often used in classical decision tree analyses. An illustrative example is
used to demonstrate the differences. Figure 4a shows the case of two periods (0 and 1) and three
decisions (A, B, and C). The expected value of a single decision is calculated by multiplying a decision’s demand (dijt ) with its probability (pijt ), resulting in values of 20, 30, and 16 for decisions
(a) Illustrative example with three nodes.

∗

(b) Expected value Vlπt t of the optimal policy π ∗ for
being in lt in period t.

𝑝𝐴𝐴0 = 0.2
𝑑𝐴𝐴0 = 100

Step 0
∗

pr = 0, Vltπt = 0
D[] = sorted list of (dlt jt , plt jt )

𝑝𝐴𝐵0 = 0.5
𝑑𝐴𝐵0 = 60

Step 1
while D[] not empty do
(dijt , pijt ) ← first entry in D[]
pr = (1 − pr ) · pijt

𝑝𝐴𝐶0 = 0.8
𝑑𝐴𝐶0 = 20

∗

∗

Vltπt = Vltπt + pr · dijt
delete first entry in D[]
end
∗

return Vltπt

Figure 4: Illustrative example and algorithm for calculating the expected value of the optimal
policy.
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A, B, and C, respectively. In contrast, the expected value of the optimal decision policy is calculated by considering the optimal decision under each possible demand-combination. In particular,
the highest possible demand is considered with the corresponding probability, the second highest
demand is considered with one minus the sum of all previously considered probabilities multiplied
with its probability, and so on (Mes and Rivera, 2017). The algorithm in Figure 4b describes this
∗

procedure in which ‘rolling probability’ pr is used to calculate the expected value Vltπt of optimal
policy π ∗ for being in location lt in period t. For the illustrative example from Figure 4a, the value
of the optimal policy is 50.4 (if demand in A, go to A; if no demand in A but demand in B, go to B;
if no demand in A or B, go to C). For problems with T > 1, a decision’s downstream value needs
to be considered in addition to its immediate reward, i.e., the initialization of D[] in Step 0 uses


∗



π
dlt jt + Vj,t+1
, plt jt for all periods t < T . It further requires a consideration of constellations in



∗





∗



π
π
,1 .
which the immediate reward is 0, i.e., D[] includes dlt jt + Vj,t+1
, plt jt as well as 0 + Vj,t+1

The probability of ‘1’ for values with no immediate reward lets the algorithm de facto terminate
once such value is considered for the first time. Appendix C illustrates the optimal policy for an instance with three nodes and three periods. This instance is also used in the step-by-step application
of VFA that is provided at the end of the next section.
5. Value Function Approximation
This section outlines VFA’s main principles using the previously introduced notation. Section
5.1 motivates the use of VFA by shortly discussing the three curses of dimensionality. Then, Section 5.2 introduces a basic VFA algorithm and Section 5.3 describes the concept of post-decision
states. Section 5.4 provides a step-by-step application of VFA to a small-scale instance of the
taxicab problem. In this tutorial, the expected value of the initial state is used as the main measure
for evaluating VFA’s performance. Its value is calculated from a full backward investigation of the
decision tree, applying the optimal policy to each location-period combination.
5.1. Motivation and VFA’s main principles
Large MDPs are usually intractable to be solved recursively with the Bellman equation. Powell (2011) describes three reasons for this and refers to them as the three curses of dimensionality.
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The three dimensions are: the state space St , covering all sorts of information in a given period,
the decision space Xt , covering all possible decisions in a given period, and, the outcome space
Wt , covering all (stochastic) possibilities to transfer from one period to another. VFA is a heuristic
applied to problems in which the optimal solution cannot be calculated within a reasonable computation time due to their ‘high dimensionality’, i.e., it provides a mean to deal with the three curses
of dimensionality. Thereby, VFA algorithms follow two central principles (Powell, 2009): (i) they
step forward in time and (ii) they estimate the expected value of (all) future states, which is also
referred to as downstream value/costs, cost-to-go, or reward-to-go. The second principle is the
source of VFA’s name as it is of particular interest to find good functions for approximating states’
future values. Traditionally, VFA algorithms follow a pure forward programming approach and
select the decision that leads to the highest value in each period, considering both, the decision’s
immediate (deterministic) reward as well as its estimated reward-to-go. The paradigm of stepping
forward in time makes it unnecessary to perform a full backward investigation of the decision tree,
leading to a manageable computation time of the VFA algorithm.
5.2. Basic VFA algorithm
Following these main principles, it is essentially the task of VFA to find good approximations
for the values of downstream states. This is done by approaching the problem in N iterations
in which each iteration n = {1, ..., N } uses a sample ω n ∈ Ω of the uncertain information,
i.e., Wt ← ω n , ∀ t = {1, ..., T }. In each iteration n, the algorithm steps forward in time and
selects for state Stn the decision x̂nt with the highest expected value v̂tn , using Formulas (4) and
(5), respectively. These formulations are similar to the Bellman equation but there is one main
difference. While the contribution C(Stn , xt ) is still deterministic and results from the decision, the
expected downstream value E{Vt+1 (·)} is now replaced by its previous iteration’s approximated
n−1
but deterministic estimate V̄t+1
(·).





n
n−1
n

x̂t = arg max 
C(St , xt ) + γ · V̄t+1 (St+1 )



xt ∈Xt



|

{z

}

deterministic

|

{z

approximated

}
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n−1
n
C(Stn , xt ) + γ · V̄t+1
v̂tn = max 
(St+1
)
xt ∈Xt |
{z }
{z
}
|





deterministic

(5)

approximated

This approximation, which is an estimation of the state’s downstream value, is updated after
each iteration using a so-called update function U V (·), i.e., V̄tn (Stn ) = U V (·). The update function
is also referred to as approximation function and uses several parameters as inputs. This tutorial
uses a simple (yet effective) updating function based on lookup-tables. Here, V̄tn (Stn ) is estimated
from its previous iteration’s value V̄tn−1 (Stn ) as well as the value v̂tn that results from decision x̂nt ,
taken in state Stn for iteration n. The parameter α, also referred to as stepsize or learning rate,
is used to weight these inputs, see Formula (6). For other variants of the update functions it is
referred to George and Powell (2006), George et al. (2008), and Powell (2009, 2011).
V̄tn (Stn ) = U V (V̄tn−1 (Stn ), v̂tn ) = (1 − α) · V̄tn−1 (Stn ) + α · v̂tn

(6)

Algorithm 1 describes a basic VFA algorithm with a pure forward pass (Powell, 2009). In
Step 0, the initial state and the initial approximations of the states’ downstream values are chosen.
Throughout this tutorial, initial states’ approximations are set to V̄t0 (St0 ) = 0, ∀ t ∈ T . Step 1
describes the forward programming of the algorithm. Step 1a chooses a sample path that could
also be replaced by real-world observations, Step 1b calculates the optimal decision and its value
with Formulas (4) and (5), respectively, and Step 1c updates the expected downstream values and
uses transition function S M (·) to select the state of the next period. The algorithm terminates after
the preset number of iterations (N ). Note that, in this algorithm, a full forward investigation over
all periods T is done for each iteration. This might not be required for some problems, e.g., if
there is a high discount factor, it might be reasonable to consider the value only of some future
periods, resulting in a reduced computational demand per iteration.
5.3. Post-decision states
So far, states, decisions, and uncertain information have been stated as discrete sets, an intuitive
and easy way to outline a problem. However, if the uncertain information is a (multidimensional)
vector, which is usually the case for real-world applications, it is much harder to determine optimal
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Step 0
initialize:
Choose an initial state S01
Choose an initial approximation for V̄t0 (St ) for all states St
Step 1
for n = 1,2,3,...,N do
Step 1a
choose a sample path ω n ∈ Ω
for t = 0,1,2,...,T do
Step 1b
x̂nt using Formula (4)
v̂tn using Formula (5)
Step 1c
V̄tn (St ) = U V (·) using v̂tn
n
St+1
= S M (Stn , x̂nt , Wt+1 )
end
end
Algorithm 1: Basic VFA algorithm with a pure forward pass.
solutions due to the sheer number of potential outcomes (and states). This is the reason why the
concept of post-decision states is often used in the context of VFA (Powell, 2011; Ruszczyński,
2010). A post-decision state describes the status of a state right after a decision is taken but before
receiving any new (uncertain) information Wt+1 . In decision trees, decision nodes represent predecision states and outcome nodes represent post-decision states, see Figure 3. More formal, a
post-decision state Stx results from transition function S M,x (St , xt ), which, in contrast to transition
function S M (·) from Section 4.1, only considers decision xt and pre-decision state St . Thus, it
does not consider uncertain information Wt+1 and solely depends on deterministic inputs. Now,
the idea is to estimate the downstream values of current period’s post-decision states in place
of downstream values of next period’s pre-decision states. In particular, V̄tx,n−1 (Stx,n ) replaces
n−1
n
V̄t+1
(St+1
) in Formulas (4) and (5) to determine the optimal decision x̂nt and its value v̂tn in

state Stn for iteration n, respectively. By using current period’s post-decision state Stx,n instead
n
of next period’s pre-decision state St+1
, it is unnecessary to fully evaluate the often large and
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multidimensional outcome and state space. The concept of post-decision states is also applied in
the following example.
5.4. Step-by-step application
This section applies VFA to a small-scale instance with three locations (A, B, and C) and three
periods (0, 1, and 2). The vehicle’s starting point in period t = 0 is l0 = A. Table 2 shows the
corresponding probability and demand for each location-period combination. The decision tree
for this problem is shown in Appendix C. Applying the general definition of states to the taxicab
problem already leads to a relatively large state space. More precisely, each demand-constellation
depicts a new state, resulting in 23 combinations per period and per location. The concept of
post-decision states is used to reduce the number of required approximations per (post-decision)
state. In post-decision states, all random information is excluded, leading to one post-decision
state Stx per location-period combination. This reduces the size of the problem and, with this, also
the computational demand of the VFA algorithm. Note that, in this view, even our initial state
is a kind of post-decision state although it does not result from a decision. The reason is that its
demand is not known in our setup. If, for example, initial period’s demand is known, the optimal
decision simply results from the demand and the corresponding (estimated) downstream value.
These estimates are calculated in the same way as described in the remainder of this section. In
the following, states consistently refer to post-decision states and prefix ‘post-decision’ is omitted
for reasons of readability.
Table 2: Probability and demand of the example.

i
A
A
A
B
B
B
C
C
C

j
A
B
C
A
B
C
A
B
C

pijt
0.49
0.62
0.74
0.96
0.77
0.87
0.55
0.61
0.01

t=0
dijt
98
52
28
13
19
43
41
57
12

pijt
0.53
1.00
0.64
0.79
0.39
0.60
0.78
0.66
0.92
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t=1
dijt
6
39
18
33
13
72
82
34
52

pijt
0.33
0.61
0.36
0.68
0.93
0.12
0.26
0.07
0.90

t=2
dijt
66
46
18
91
10
46
71
71
86
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Remember that the VFA algorithm draws a sample path of each period’s demand at the beginning of each iteration. Table 3 shows the realization of the samples (random numbers) that are used
in VFA’s first two iterations. For example, demand between locations A and B in period t = 0 is 0
for iteration n = 1 (pAB0 = 0.62 < 0.63) and 52 for iteration n = 2 (pAB0 = 0.62 > 0.57). The
table shows that it is not required to draw sample realizations for all (post-decision) states, i.e., it
is not necessary to span the whole outcome and state space. This is because random outcomes are
only sampled for the visited states due to VFA’s forward decisions. The following step-by-step
application demonstrates this using a fixed stepsize of α = 0.02.

Iteration 1
The initial state is described by the vehicle’s location lt = A in period t = 0. The available
decisions consist of moving to any of the three locations. The optimal decisions in periods 0, 1,
and 2 are x̂10 = C, x̂11 = C, and x̂12 = C and result from choosing the move with the highest
(expected) value. Formulas (4) and (5) in Section 5 generally state how to calculate the decision
and its value, respectively. Formulas (7) to (9) apply them to the example problem. In the first
iteration, the downstream value of all states is zero as this is their initial value, making the decision
solely depending on the (sampled) demand. These samples are only required for states that are
actually visited, which is why Table 3 only reports those probabilities that are actually required
by the algorithm. This forward approach investigates the value of three states (one per period) per
Table 3: Sample realizations (random numbers) used in the first two VFA iterations.

i
A
A
A
B
B
B
C
C
C

j
A
B
C
A
B
C
A
B
C

t=0
0.78
0.63
0.42
-

n=1
t=1
0.93
0.41
0.90

t=2
0.24
0.72
0.28
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t=0
0.69
0.57
0.11
-

n=2
t=1
0.4
0.65
0.62
-

t=2
0.38
0.7
0.37
-
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iteration and, eventually, it does not require a full investigation of all states, which is required in
the optimal backward dynamic approach.

v̂01 = max{(
|

0 · 98
{z

demand real.

|

+γ ·
}

0
|{z}

), (0 · 52 + γ · 0), (1 · 28 + γ · 0)} = 28
|

V̄10 (S1x,0 |l1 =A)

{z

{z

x̂10 =B

} |

{z

x̂10 =C

}

(7)

}

x̂10 =A

v̂11 = max{(0 · 82 + γ · 0), (1 · 34 + γ · 0), (1 · 52 + γ · 0)} = 52

(8)

v̂21 = max{(1 · 71), (0 · 71), (1 · 86)} = 86

(9)

The estimated downstream values are updated retrospectively after each move, i.e., for being in
locations A, C, and C in periods 0, 1, and 2. The calculation is shown in Formulas (10) to (12)
and these values are also shown in Table 4. The general form of the update function is given by
Formula (6) in Section 6.
V̄01 (S0x,0 |l0 = A) = (1 − α) · |{z}
0 +α · |{z}
28 = 0.56

(10)

V̄11 (S1x,0 |l1 = C) = (1 − α) · 0 + α · 52 = 1.04

(11)

V̄21 (S2x,0 |l2 = C) = (1 − α) · 0 + α · 86 = 1.72

(12)

V̄00

v̂01

Iteration 2
The optimal decisions in periods 0, 1, and 2 are x̂20 = B, x̂21 = A, and x̂22 = A and result from
choosing the move with the highest (expected) value, see Formulas (13) to (15). Decision x̂22 is not
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Table 4: Approximation of the states’ downstream values V̄tn .

t=0
t=1
t=2

n=1
state’s location
A
B
C
0.56
0
0
1.04
0
0
1.72

n=2
state’s location
A
B
C
1.59
0
0.66
1.04
0
0
1.72

n = 500
state’s location
A
B
C
144.84 93.28 96.97 30.10
23.80 66.79 72.35

distinct as all moves result in the same value (0) and it is then assumed that the vehicle remains at
its current location.
v̂02 = max{(0 · 98 + γ · 0), (1 · 52 + γ · 0), (1 · 28 + γ · 0.56)} = 52

(13)

v̂12 = max{(1 · 33 + γ · 0), (0 · 13 + γ · 0), (0 · 72 + γ · 0)} = 33

(14)

v̂22 = max{(0 · 66), (0 · 46), (0 · 18)} = 0

(15)

The estimated downstream values are updated retrospectively for being in locations A, B, and A
in periods 0, 1, and 2 by Formulas (16) to (18), respectively. These values are also shown in Table
4.
V̄02 (S01 |l0 = A) = (1 − α) · 0.56 + α · 52 = 1.59

(16)

V̄12 (S11 |l1 = B) = (1 − α) · 0 + α · 33 = 0.66

(17)

V̄22 (S21 |l2 = A) = (1 − α) · 0 + α · 0 = 0

(18)

It can be seen that the approximation of the expected value of the initial state increases in the first
two iterations and, with more iterations, it eventually converges to its optimum. For example, after
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Figure 5: Results for three instances using the basic VFA algorithm.
500 iterations, it is 144.84 (see Table 4) and only 4.87 (3.25%) below its true value that is 149.71.
A detailed description of using backward dynamic programming to calculate the true value for this
problem is provided in Appendix C.
Figure 5 shows how VFA’s approximation of the initial state’s downstream value V̄0n (vertical
axis) evolves over N = 1, 500 iterations (horizontal axis) for three exemplary instances. The true
values are depicted as horizontal lines. The smallest instance (V=3, T=3) is the example from
the step-by-step calculation and the only one for which the initial state’s estimate comes close to
its true value. More precisely, it reaches this value (149.71) after about 500 iterations and varies
around it afterwards. In contrast, both of the larger instances are still far off their true values even
after 1,500 iterations which is very large considering the size of the instances. More realistically,
only a fraction of the size of the state space in reasonable for real-world applications (Mes and
Rivera, 2017). Therefore, the next section discusses VFA enhancements highlighting two common
challenges in applying the algorithm. Together, the enhancements improve the performance for all
three instances significantly.
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6. More about VFA
This section discusses additional topics of VFA. It starts by considering two enhancements
to the basic VFA algorithm: Section 6.1 considers an alternative way of calculating the stepsize
and Section 6.2 enhances the VFA algorithm by a greedy exploration strategy. It is shown that
the collective application of both modifications to the considered problem enables the algorithm
to approximate an initial state’s value that is close to its true value already after a low number of
iterations. For the analyses, the instance with 10 nodes and 10 periods is used as its size allows
a graphical depiction of the full (post-decision) state space that is helpful in understanding the
enhancements. Finally, Section 6.3 concludes with a discussion on tuning the newly introduced
parameters and shows some results regarding the runtime.
6.1. Harmonic stepsize
The stepsize is a powerful parameter as it decides how estimates are updated after each iteration. So far, a fixed stepsize (FS) has been used with a rather low value of α = 0.02, resulting in a
well-balanced continual update of the estimates without any ‘jumps’ or the like as shown in Figure
5. A harmonic stepsize (HS) can be used to assign a higher weight to earlier visits and limiting the
impact of later visits (George and Powell, 2006; Powell, 2011). Formula (19) shows the variant
of the HS that is used in this paper. Here, a is a constant parameter to adjust the convergence of
the HS and NStx,n describes the number of visits, i.e., how often state Stx,n has been visited after
iteration n.
α(NStx,n ) =

a
a + NStx,n

(19)

Figure 6 shows the initial state’s value for the instance with 10 nodes and 10 periods. Here, the
black solid line shows the so-far used VFA with a FS and parameter α = 0.02 and the black dashed
line shows the results for VFA with a HS and parameter a = 10. The blue lines are explained in
the next section. The optimal value of 409.0 of this instance is once again demonstrated with a
horizontal line. It can be seen that the results with the HS are volatile for a low number of iterations
and converge later on. In particular, values at around 300 are obtained already after a few iterations
but also remain at this level with more iterations. Thus, estimates with the HS converge to a value
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Figure 6: Results using different stepsizes and a greedy exploration strategy (instance V = T =
10).
that is even below the estimates resulting from the FS (black solid line), showing that solely using
a HS in our setting does not improve our VFA. This is because some states’ downstream values
have not been explored, i.e., some states have not been, or at least have not been often enough,
visited in the algorithm. One reason for this is that initial estimates of the states are poor and
another reasons is that VFA’s forward decisions have a general bias towards already visited states
(this is particularly true here as the HS emphasizes early visits), because these states might already
have a better value. Eventually, this can result in not exploring the optimal path as it is so-far
the case for the considered instance. This issue is referred to as the ‘exploration vs. exploitation’
trade-off and further discussed in the following section.
6.2. Exploration strategy
The exploration of the state space is illustrated in Figure 7. Here, the periods are depicted on
the horizontal axis (0 to 9) and the vehicle’s potential locations on the vertical axis (0 to 9). In our
setting, a state refers to the position of the vehicle in a period, i.e., the two axes span the problems
full state space that is shown as a matrix. The values in the figure are the downstream values
per state for the instance with 10 nodes and 10 periods. Figure 7a shows the values obtained
from backward programming (true values) and Figure 7b the values from the VFA algorithm
- 23 -
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(b) VFA values: HS (a = 10).







       





       





       

























































































       









































































































       































(a) Values from backward dynamic programming.
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Figure 7: Analyzing states’ downstream values under backward dynamic programming and VFA
with a harmonic stepsize (instance V = 10, T = 10).
(approximated values) with a HS (a = 10) after N = 1, 500 iterations. A comparison between the
values shown in Figures 7a and 7b reveals that most states have a very poor estimate, while a few
estimates in the last period are relatively close to the their actual values (e.g., the true value of 67.1
for being in period 9 in location 3 is estimated with 67.5). However, the VFA results are clearly
unsatisfactory when looking at the initial state (shown at the bottom left corner of the matrix),
reaching a value of only 315.5 that is far off its true value of 409.0. Furthermore, some states
in Figure 7b are still at their initial value of 0 after 1,500 iterations, indicating that these states
have not been visited at all while processing the algorithm. For example, in period 1, the vehicle
moves to location 6 in each of the 1,500 iterations, resulting in initial estimates of 0 for all other
locations. Thus, even with a considerably large number of iterations, the values of some states
have not been explored as they are not visited by the algorithm and, eventually, this makes VFA
missing the optimal path. To emphasize this, the color in Figure 7b indicates the relative frequency
of the number of visits per state. For example, being in location 0 in period 0 (bottom left corner)
has a dark red color as it is the initial state and has been visited in all of the 1,500 iterations and,
contrary, states with estimates of 0 have a light red color as they have not been visited at all. With
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this, it is easy to see that VFA with a HS leads to an unbalanced exploration of states, which,
consequently, also leads to poor estimates of the states’ downstream values.
To reduce this bias, VFA algorithms can be enhanced by methods that force the exploration
of states, e.g., by randomly selecting decisions that lead to states with less promising downstream
estimates. However, given preset limits on the total computation time or the number of iterations
N , this constitutes a trade-off between exploring the value of more states and exploiting the value
of states that appear to be more promising. A greedy-policy is used to demonstrate the idea of
exploring more states. In particular, this strategy uses a parameter  that describes the percentage
in which a random move (x̃nt ) is carried out instead of the move that appears to be more promising
(x̂nt ). The value of the originating state is updated only if the random move x̃nt turns out to be
better than x̂nt . The algorithm for the greedy strategy is shown in Appendix B. Figure 6 shows
that this strategy with a high -value of 0.9 alone does not lead to better results, i.e., the blue
dashed line from the greedy strategy is even below the lines resulting from the FS/HS algorithm
without random moves. However, if it is applied in combination with a harmonic stepsize (a = 10,
 = 0.9), good results are achieved after a small number of iterations (see blue solid line in the
(a) VFA results: HS (a = 10),  = 0.2.

(b) VFA results: HS (a = 10),  = 0.9.
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Figure 8: Analyzing states’ downstream values using an exploration strategy (instance V =
10, T = 10).
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figure). Figures 8a and 8b illustrate how the greedy strategy explores more states by showing
results for setting parameter  to 0.2 and 0.9, respectively, in a VFA algorithm with a HS and
a = 10. The setup of the figures is just like for Figure 7b but, now, results are shown after already
100 iterations. For both strategies, the estimates for the states are much better compared to the
non-greedy case in Figure 7b, although, the algorithm is processed with such a low number of
iterations. Furthermore, as expected, a higher -value leads to a more balanced number of visits
per state, which is apparent as all states in Figure 8b have a similar color. For VFA with a HS
(a = 10) and a high emphasis on exploring new states ( = 0.9), the estimated value of the initial
state after 100 iterations is 406.9 and very close to its true expected value of 409.0.
6.3. Parameter tuning and runtime analysis
The previous experiments have shown that the a-parameter, used in the updating function with
a harmonic stepsize, and the -parameter, used in the greedy exploration strategy, are two integral
ways for improving the performance of VFA algorithms. Figure 9a illustrates how the tuning of
these parameters impacts the performance. For this, the optimality gap of 10 random instances
(a) Optimality gap using different HS- and greedy- (b) Computation time saving from solving instances
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Figure 9: Tuning VFA parameters and analyzing computation time savings.
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à 10 nodes and 10 periods (V = T = 10) are averaged and used as a performance measure. It
can be seen that, for this problem type and size, the optimal combination of HS’s a-parameter
(x-axis) and greedy’s -parameter (y-axis) is at about values of 25 and 0.8, respectively. Thus, a
too-low or too-high value for either one of them is not optimal and the exact tuning requires a good
understanding of the problem at hand often gained in preliminary experiments.
Finally, Figure 9b shows the computation time saving (in %) for solving instances with VFA
instead of solving them backwardly and dynamically. Results are shown as averages over 20
random instances for a varying number of nodes of V = {50, 60, ..., 100} in a setting with T = 20
periods. For VFA’s computation time, the HS is used with a = 25, the greedy exploration strategy
is used with  = 0.8, and the number of iterations N is dynamic as the algorithm is forced to iterate
until the optimality gap drops below 5% (N is usually between 100 and 150). The figure shows
that the computational performance of the VFA algorithm is better compared to the backward
dynamic approach that is used to find the optimal policy. For example, for the largest instances
with 100 nodes, the VFA solution is obtained on average twice as fast compared to the optimal
solution approach. Clearly, this computation time savings are strongly affected by the problem
size as well as the VFA implementation used to fit approximations. Nevertheless, they show the
clear benefit of using VFA in settings in which it is computationally expensive to find the optimal
solution.
7. Conclusion
This paper has provided a tutorial on value function approximation in stochastic and dynamic
transportation. It has been designed to be a starting point for readers from various fields and disciplines and for readers with a diverse familiarity with algorithms and operations research methods.
For this, the tutorial has covered the following contents.
First, it has discussed application cases of VFA in the context of stochastic and dynamic transportation. Problems of this kind might be modeled as sequential decision processes, for which
the tutorial has explained relevant concepts, such as Markov Decision Processes and the Bellman
equation. The description and discussion has been general to emphasize that VFA can be applied
also to problems not related to transportation.
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Second, the tutorial has followed a hands-on approach in which VFA has been applied to
artificial instances of a variant of the well-known but easy-to-understand taxicab problem. Results
for the taxicab problem have been presented in two ways: (i) step-by-step results have been shown
for a small-scale instance, making it possible to experience VFA’s basic principles in action and
to gain an understanding and intuition of them and (ii) comprehensive results have been shown
for larger instances, demonstrating VFA’s general capability of solving larger and more complex
problems.
Third, the tutorial has covered two ways for enhancing the basic VFA algorithm to obtain
improved results for the considered taxicab problem: a harmonic stepsize and a greedy exploration
strategy. Results from these enhancements have been shown and discussed for a large but tangible
problem instance.
Future introductory papers on VFA might present additional insights on how to fit approximations, using more advanced methods like hierarchical aggregation or basis functions. In addition to
that, it might be interesting to apply VFA to problems in other fields, such as inventory problems
or budgeting problems, and to use real-world data instead of (or in addition to) artificial instances.
Declarations
The research leading to this tutorial received funding from the German Research Foundation
(DFG) under reference 268276815.
Data Availability Statements
The experiments used artificial data generated with Python. The scripts for the algorithms are part
of Appendix A.
Appendix A. Python scripts
The Python scripts with the implementations of the two solution approaches (backward dynamic
programming, VFA) are available as additional files in the electronic appendix of this paper. These
scripts can be used to reproduce results from the experimental study. All data and material is also
available from the corresponding author on request.
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Appendix B. Additional algorithms
This section describes two algorithms: first, Algorithm 2 provides a generic description of how
to solve the Bellman equation backwardly and dynamically and, second, Algorithm 3 extends the
general VFA algorithm (see Algorithm 1 in Section 5) with a greedy exploration strategy.
Step 0
initialize:
V (St ) = ∅ for all states St
t=T
Step 1
while t ≥ 0 do
foreach St ∈ S do
solve:
V (St ) using Formulas (2) or (3)
end
t = t − 1;
end
Algorithm 2: Backward dynamic algorithm to solve the Bellman equation.
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Step 0
initialize:
Choose an initial state S01
Choose an initial approximation for V̄t0 (St ) for all states St
Step 1
for n = 1,2,3,...,N do
Step 1a
choose a sample path ω n ∈ Ω
for t = 0,1,2,...,T do
Step 1b
if -step then
draw random move x̃nt
ṽtn for x̃nt using Formula (5)
if ṽtn > V̄tn−1 (St ) then
V̄tn (St ) = U V (·) using ṽtn
end
n
St+1
= S M (Stn , x̃nt , Wt+1 )
else
x̂nt using Formula (4)
v̂tn using Formula (5)
V̄tn (St ) = U V (·) using v̂tn
n
= S M (Stn , x̂nt , Wt+1 )
St+1
end
end
end
Algorithm 3: VFA with a greedy strategy.
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Appendix C. Optimal policy in a small-scale example
This section provides details on the optimal policy of the small-scale example used in Section
5. Figure 10 shows the decision tree. Notice that the decision tree consists of repetitive subproblems. For example, being in t = 2 in node A appears three times in the decision tree: (i)
if x0 = A and x1 = A, (ii) if x0 = B and x1 = A, and (iii) if x0 = C and x1 = A. In
backward dynamic programming, values of sub-problems are memoized once they are calculated
for the first time, which reduces the total computation time. In the decision tree, values atop of
the nodes correspond to expected values following an optimal policy. Such policy considers the
immediate reward (resulting from the demand) as well as the downstream value (resulting from
future periods). These values are calculated backwardly and dynamically, i.e., first values in t = 2
are calculated, then values in t = 1, and so on. As explained in Section 4.3, the value of the optimal
policy does not simply result from choosing the move with the highest expected value. Instead, it
is calculated by considering the optimal decision under each possible demand-combination. The
algorithm for this is provided in Figure 4b and exemplary applied to nodes A, B, and A of periods
2, 1, and 0 in Formulas (20)-(22), respectively.
V2 (S2 |l2 = A) = (0.33) · 66 +
((1 − 0.33) · 0.61) · 46 +
((1 − 0.33 − (1 − 0.33) · 0.61) · 0.36) · 18 = 42.27

(20)

V1 (S1 |l1 = B) = (0.60) ·(72 + γ · 79.61) +
| {z }
pr0

((1 − pr0 ) · 0.79) ·(33 + γ · 42.27) +
{z

|

}

pr1

pr0

((1 −

−

pr1 )

· 0.39) ·(13 + γ · 66.27) +

{z

|

(21)
}

pr2

(1 − pr0 − pr1 − pr2 ) · (0 + γ · 79.61) = 107.96
V0 (S0 |l0 = A) = (0.49) ·(98 + γ · 92.01) +
| {z }
pr0

((1 − pr0 ) · 0.62) ·(52 + γ · 107.96) +
|

((1 −
|

{z

}

pr1

pr0

−

pr1 )

{z
pr2

(22)

· 0.74) ·(28 + γ · 115.15) +
}

(1 − pr0 − pr1 − pr2 ) · (0 + γ · 115.15) = 149.71
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42.27
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p=0.36, d=18

p=0.53, d=6

92.01

66.27
p=1, d=39

p=0.68, d=91
p=0.93, d=10
p=0.12, d=46

p=0.64, d=18

p=0.26, d=71

79.61
p=0.07, d=71

p=0.49, d=98

p=0.07, d=71

p=0.33, d=66
42.27
p=0.61, d=46
p=0.36, d=18
p=0.79, d=33

149.71

107.96

p=0.62, d=52

66.27
p=0.39, d=13

p=0.68, d=91
p=0.93, d=10
p=0.12, d=46

p=0.6, d=72

p=0.26, d=71
79.61
p=0.07, d=71
p=0.07, d=71

p=0.33, d=66
42.27
p=0.61, d=46

p=0.74, d=28

p=0.36, d=18

p=0.78, d=82

115.15

66.27

p=0.66, d=34

p=0.68, d=91

p=0.93, d=10
p=0.12, d=46

p=0.92, d=52

p=0.26, d=71
79.61
p=0.07, d=71
p=0.07, d=71

Figure 10: Decision tree for the example problem. Values atop of the arcs are the demand and
its probability and the values atop of the decision nodes are the discounted downstream value
following an optimal policy.
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